
CS266 Final project

Christopher Chang, Zhou Fan, Stacey Hanson, and Andrew Mao

May 6, 2010

1 Introduction

The problem of searching for a destination in an unfamiliar terrain is a central one in robotics.
A successful multi-agent robot search algorithm would expand our capabilities to explore
regions that may be too difficult or too dangerous for humankind to access, such as caverns,
deep seas, and extraterrestrial planets. As an application of more direct societal impact,
robot teams have been employed for search and rescue missions in regions struck by natural
disasters such as hurricanes and earthquakes or manmade disasters such as warfare and
terrorist attack. In the natural world, ant colonies have been observed to use simple multi-
agent search algorithms to locate food sources, and ideas from ant behavior have been
borrowed and used in the robotics community.

Much research has been performed on algorithms to explore artificial mazes, perhaps
the most controlled example of an unfamiliar terrain. The environment of an artificial
maze is indeed much more structured and predictable than the environments of the above
applications of robot search, but the ultimate goal of locating a destination in an uncharted
territory is the same, and ideas from successful maze solving algorithms may possibly be
ported to more complex applications. Various algorithms for solving artificial mazes have
been proposed in the literature, for instance in [5], [8], [7], [4], [1], and [9], with varying
assumptions on the sensing capabilities of the robots. A review of some common maze
solving algorithms is given in [6]. We will refer the interested reader to these references and
not discuss the details here.

The algorithms cited above address the maze-solving problem in the setting of a single
robot agent. The purpose of this paper is to investigate the problem in the multi-robot setting
and to compare several multi-agent maze solving algorithms that make differing assumptions
on the inter-robot communication mechanism and capabilities. Section 2 discusses the algo-
rithms in detail and the results of their performance in simulation. Section 3 describes the
implementation of two local-control algorithms on the Khepera robots and discusses some
of the challenges associated with hardware algorithm implementation. Section 4 concludes.

2 Simulation

To allow for a meaningful examination and comparison of our algorithms, we run the al-
gorithms in simulation in an environment that abstracts away many of the low-level im-

1



Figure 1: Example of a maze generated using Algorithm 1

plementation details, such as inaccuracies in robot odometry and noise in inter-robot com-
munication. This choice of the level of abstraction allows us to focus on a comparison of
the algorithmic ideas, although it does introduce a number of difficulties when dealing with
physical implementation that must be addressed in practical usage. We will return to discuss
some of these difficulties in Section 3.

2.1 Maze Environment

We work with mazes constructed by the following randomized maze generation algorithm.
This algorithm creates a random maze on a square grid, ensuring the following properties:

1. There is a unique path from any point in the maze to any other point. This implies
that there are no loops, and hence there is a unique path from the starting location to
the destination.

2. The maze path has uniform width of one square. (The precise meaning of this is that
for each square of the maze, the four vertices of that square are each hit by at least
one wall.)

3. The destination square is a dead-end of the maze (rather than the middle of some
path).

Property 3 is ensured by line 4 of the algorithm, and property 1 is ensured by lines
7-9. Lines 7-9 also guarantee the condition that each wall that is not present in the final
maze must divide the maze into two disconnected components if it were present, from which
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Algorithm 1 Maze Generator

Require: An integer n > 0.

1: Construct an n× n grid of squares with a wall encompassing its perimeter.
2: Place the starting location at the lower left square and the destination at the upper right

square.
3: Create a list L of all walls between two adjacent squares.
4: Construct one of the two walls adjacent to the destination square, remove it from L, and

randomly order the remaining walls in L.
5: for each wall w in L do
6: Remove w from L and construct it.
7: Using a breadth-first search, determine if the two squares adjacent to w are connected

by a path.
8: if they are not connected then
9: Deconstruct w.

10: end if
11: end for

property 2 follows. An example of a maze generated using this algorithm is displayed in
Figure 1.

Since this algorithm generates mazes without loops, each generated maze is actually a
tree with the starting location as the root node and the dead-end squares as the leaves. The
destination square is a particular leaf of the tree. We may thus view this maze-generation
algorithm as constructing a random tree, although the grid geometry of the maze implies
that the distribution of trees generated is not a “uniform” distribution over all trees of its
size in the traditional sense.

2.2 Algorithms

The problem we address is that of a fixed number of robots all starting at the lower-left
starting position of the maze and seeking a path to the destination square in the upper-right.
Given that robots traversing the maze must physically move along the maze corridors, all
simple single-robot maze solving algorithms correspond to methods of performing a variation
of a depth-first search on the maze tree. The algorithms we consider for multi-robot maze-
solving correspond to various methods of performing a distributed multi-agent depth-first
search. All of our algorithms operate under the following assumptions.

1. The robots have knowledge of the size of one grid square in the maze and have perfect
odometry. We will approximate time in discrete time steps, allowing each robot to
move one square per time step.

2. The robots have low-range proximity sensors that can detect the presence of any of the
four walls adjacent to its current square, but that cannot detect objects beyond the
boundaries of its current square. The proximity sensors cannot detect the presence of
other robots.
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3. Multiple robots can occupy the same square, and there is no concept of robot-to-
robot collision. This corresponds to the intuition that the robot size is relatively small
compared to the size of the square, so that they can navigate around each other in a
physical implementation.

Assumption 2 allows robots to recognize that they are in a structured, artificial maze
and allows us to consider algorithms that work in the maze setting but do not necessary
solve the more general problem of traversing around unstructured obstacles. Assumptions
2 and 3 together indicate the availability of proximity sensors whose ranges are relatively
large compared to robot size. We note that assumption 3 is a relatively minor assumption,
introduced to simplify the description of our algorithms. If robots cannot navigate past each
other in the maze, the algorithms below can be modified accordingly by having colliding
robots who are moving in the same direction follow each other at a close distance, and
having colliding robots who are moving in opposite directions “swap identities” with each
other instead of physically swapping positions.

Assumption 1 above is a strong assumption and is used in a very strong way, in particular,
in the Map Explorer algorithm in Section 2.2.3 below. The question of how to make the
below algorithms robust enough to relax this assumption is, even in simulation, non-trivial,
and it is a necessary direction for future work.

We note briefly that none of the algorithms assume that the robots are aware of the size of
the maze (except in details regarding memory allocation in the algorithms’ implementations).
Likewise, the algorithms do not assume that the robots are aware that the destination is
always in the upper-right corner of the maze, and they do not give the robots any preference
to move in any particular absolute direction. The detailed descriptions of the algorithms are
provided in the following subsections.

2.2.1 Right Wall Follow

In the simplest case when the robots have no method of inter-robot communication, each
robot may perform its own deterministic depth-first search by conducting an in-order traver-
sal of the maze tree. This leads to the following very simple algorithm, in which the robots
hug the right wall of the maze until they reach the destination.

Algorithm 2 Right Wall Follow

1: while Not at destination do
2: if robot can turn right then
3: turn right and move forward
4: else if robot can go straight then
5: move forward
6: else if robot can turn left then
7: turn left and move forward
8: else
9: make U-turn and move forward

10: end if
11: end while
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While guaranteed to solve any maze, the Right Wall Follow algorithm has the disadvan-
tage of potentially following the least efficient path if the destination square is the last leaf
node of the in-order tree traversal. It uses no form of inter-robot communication and, as
such, is really a single-agent algorithm that we will use as a benchmark in comparison with
the truly multi-agent algorithms that follow.

2.2.2 Dead-End Filler

Let us now consider a situation in which robots have no means of direct inter-robot commu-
nication, but can communicate via the usage of “trail markers”. This idea draws inspiration
from the study of the usage of pheromones in algorithms employed by ant colonies to locate
food sources [3]. However, unlike the algorithms used by ants, the Dead-End Filler algorithm
commands robots to mark paths that lead to dead ends rather than paths that are desirable
for other robots to explore.

Algorithm 3 Dead-End Filler

while Not at destination do
while Not in BACKTRACKING mode do

if robot can move in at least one direction that is not blocked by MARKERS or walls
and that it did not just come from then

choose an open direction randomly and move that way
else

lay a MARKER, make a u-turn, move forward, and enter BACKTRACKING mode
end if

end while
while in BACKTRACKING mode do

if there is only one direction that is not blocked by MARKERS or walls and that the
robot did not just come from then

lay a MARKER and move in that one direction
else

pick a direction randomly, move in that direction, and leave BACKTRACKING
mode

end if
end while

end while

This algorithm instructs each robot to lay trail markers upon hitting a dead end, until
it returns to a point where more than one path is open. In terms of the maze tree, this
process causes robots to mark off subtrees that have been fully explored and are known to
not contain the destination node, effectively reducing the search space of the maze so that
other robots will not return to those subtrees.

When a robot is confronted with an intersection that has more than one path open,
the dead-end filler algorithm commands the robot to choose a direction at random. In the
multi-robot setting, this randomization is an advantage that allows robots to simultane-
ously explore different sections of the maze, hence making this a true distributed algorithm.
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However, this algorithm does not assume that robots have memory of paths that they have
already taken, and in this sense the randomization is also a disadvantage. Under random
selection of paths at intersections, it is possible that a robot, upon returning to a previously
visited intersection, would choose to go down the path it originally came from instead of
exploring the other unexplored path. Hence the robots in the algorithm, by unnecessarily
revisiting an old path before exploring a new one, may not be performing a strict depth-first
search of the tree.

A second disadvantage of the algorithm is that after a robot has reached the destination,
it remains there and no longer contributes to the laying of trail markers. If a large num-
ber of robots have reached the destination but there is a section of the map that has not
been marked, this makes it difficult for the other robots to reach the destination in a short
span of time if they are off exploring and filling up the remaining dead ends in that sec-
tion. Hence, each robot’s discovery of the destination contributes adversely to the remaining
robots’ progress in the maze. One may imagine heuristics allowing robots who arrive at the
destination at an early time to leave the destination temporarily and continue to contribute
to the marking of the maze; we do not explore these heuristics in this paper.

2.2.3 Map Explorer

The final algorithm we will consider is one in which the robots have the capacity for direct
inter-robot communication, as well as perfect memory of explored paths. The latter assump-
tion regarding memory allows the robots to perform true breadth-first searches of the maze
that are not in-order traversals, and the former assumption regarding communication allows
for the implementation of a true multi-agent depth-first search.

Algorithm 4 provides a pseudocode implementation of Map Explorer. Each robot stores
its own representation of the maze, which is updated any time the robot moves to a new
square. At each time interval, the robots sense all robots within their sensor range, provided
by a radius, and merge their map by updating any unknown walls with new information.
Each time step, if an exit has been found, the robot will perform a BFS and move towards
the exit. Otherwise, it will perform a BFS and move towards the direction of the closest
square with an unexplored direction, or choose randomly between the unknown directions
from the square it is on.

Under the assumptions of perfect odometry, communication, and wall sensing, the robots
after merging will necessarily all have identical maps. If this assumption were to be relaxed,
we would need to consider the possibility that not all maps would be identical. The most
minor case of this would be if one wall were marked as existing by one robot and not by
another, and the worst case would be if one robot’s odometry were off, moving all readings
off by one. In both cases, most simply, the robots could trivially keep their own readings in
the case of conflict. A better option would be to poll the other robots that have visited the
square and go with the majority. In the case of a robot’s odometry being off, if a robot finds
it has many conflicts, it could attempt to align its grid with the majority’s grid and reset its
odometry accordingly. This provides a novel way to correct odometry errors of individual
robots on the fly. However, as with any algorithm that relies on imperfect data, there is the
possibility that robots could receive enough imperfect data such that they cannot find an
exit. If ensuring all robots exit is a requirement, additional care will need to be taken to
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rescue confused robots.

Algorithm 4 Map Explorer

exitFound ← FALSE
while Not at destination do

receive map from robots within communication range
merge each robot’s map with my map in turn
if exitFound == TRUE then

perform BFS to find exit
move in direction of exit

else if current square does not have an unexplored direction then
perform BFS to find unexplored node
move in direction of unexplored node
record walls in new square

else
move towards a random unexplored direction from current square
record walls in new square
if new square is an exit then

exitFound ← TRUE
end if

end if
end while

The radius of inter-robot communication is a parameter that we will vary in our examina-
tion of this algorithm. In particular, we will explore the relationship between communication
range, number of robots, and algorithm efficiency in Section 2.3.2. The case of zero commu-
nication range is of particular importance, as it corresponds to the situation in which the
robots do not communicate but perform individual, randomized breadth-first searches of the
maze tree, allowing lucky robots to arrive at the destination quickly and unlucky robots to
arrive at the destination slowly. This provides a second, randomized benchmark algorithm,
in addition to the deterministic Right Wall Follow algorithm from Section 2.2.1, with which
we may compare our distributed algorithms.

2.3 Results

Tests were run on 20 random mazes of size 25 by 25 squares, generated by Algorithm 1.
Each data value in the figures below is an average over 20 runs, one per maze.

2.3.1 Comparison of Algorithms

We consider the Right Wall Following algorithm, Dead-End Filler algorithm, and Map Ex-
plorer algorithm with communication radii of zero, 0.25 times map width, and full map. In a
setting with 10 robots, data for the times of the fastest, median, and slowest robots reaching
the destination is displayed for these five algorithms in Figure 2.
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Figure 2: A comparison of the time for the fastest, average, and slowest robot to reach the
destination, under the Right Wall Follow algorithm, Map Explorer algorithm with no com-
munication, Dead-End Filler algorithm, Map Explorer algorithm with communication radius
0.25 times the map width, and Map Explorer algorithm with full global communication.

The Right Wall Follow algorithm and Map Explorer algorithm with zero communication
(Map Explorer 0.0) provide two benchmarks for comparison. Since all robots are following
the same deterministic path under Right Wall Follow, the fastest, average, and slowest robot
end times are equal. On the other hand, robots in Map Explorer 0.0 perform independent
random depth-first searches of the maze tree, so the fastest robot end time is much faster
than the slowest robot end time, as expected.

A comparison of the results for Dead-End Filler and Map Explorer 0.0 shows that the
fastest end time is actually slower under the Dead-End Filler algorithm. This should be
attributed to the lack of robot memory in Dead-End Filler, discussed in Section 2.2.2, and
the resulting possibility of robots unnecessarily retracing their steps before exploring new
paths. That is, for the robot that first reaches the destination, the disadvantage incurred
from unnecessarily retracing its steps and not performing an efficient depth-first search out-
weighs the advantage it gains from other robots helping it mark off dead ends. This latter
advantage becomes much more important for the robot that last reaches the destination, as
a comparison of the last end time of these two algorithms indicates. We thus see that in the
Dead-End Filler algorithm, the robots who last reach the destination gain the most from
the dead-end markings. In fact, even the slowest robot under Dead-End Filler, on average,
outperforms the robot doing a simple Right Wall Follow.

The benefits of a distributed algorithm are even more pronounced in the Map Explorer
algorithms with communication (Map Explorer 0.25 and Map Explorer Full). In a compar-
ison with Map Explorer 0.0, we see that both Map Explorer 0.25 and Map Explorer Full
gain a slight improvement in fastest robot end time. The reason for this improvement is
somewhat subtle, and we will discuss it in the subsequent section. The improvement in
average and last robot end time is, not unexpectedly, very large and dramatic. Once the
first robot reaches the destination, all robots within its communication range, and all robots

8



within theirs, etc., immediately gain knowledge of the correct path. We do notice that under
the restricted communication range of Map Explorer 0.25, the slowest robot end time is, on
average, slower than under the algorithm with full communication. The effects of communi-
cation range and number of robots on the algorithm’s performance is the subject of a more
detailed examination in the next section.

2.3.2 Communication Range and Number of Robots for Map Explorer

In this section, we consider the Map Explorer algorithm with communication radius varying
between 0.1 and 1.0 times the width of the map, and with the number of robots varying from
5 to 20. Data for the fastest end time, the average end time, and the difference in end time
between the fastest and slowest robot is shown in Figure 3(a), 3(b), and 3(c) respectively.

We note from Figure 3(a) that increasing the number of robots decreases the amount of
time for the fastest robot to reach its destination. This result is not surprising even in the
setting of no inter-robot communication, since each robot is making random choices on how
to traverse the maze and hence an increase in the number of robots increases the likelihood
that at least one robot will find a short path to the destination without having to backtrack
from too many dead ends. In fact, it seems to be the case that the communication range
does not have a significant effect on the end time of the fastest robot.

This observation seems to be at odds with the data in Figure 2, where we observed a
significantly lower fastest robot end time for the Map Explorer algorithm with full or partial
communication capabilities over the algorithm with zero communication capability. We
believe that this difference is due to a subtle technicality in the way our simulator operates.
If there are a large number of robots, then there will be more than one robot simultaneously
reaching each of the branch points of the maze closest to the starting position. (That is, we
expect the robots to start out clumped together as a pack and spread out when the number
of different branches increases.) In our simulation, the robots act sequentially for each time
step. Suppose that a robot chooses to go in a particular direction from a branching square,
and it updates its map to indicate that this direction from the branching square has been
explored. When a second robot at that same branching square acts in the same time step,
it receives the map update from the first robot indicating that this direction is explored. If
there is another unexplored direction, it will hence always choose to follow this new direction.
On the other hand, if there is zero communication, the second robot is equally likely to choose
this new direction or to follow the same path as the first robot. Hence, the presence of even
a minimal range of communication allows robots at the same location to “agree” to separate
and explore different paths, and it is this agreement that serves to reduce, on average, the
end time of the fastest robot. Thus, whereas the range of communication is unimportant,
the presence of any communication at all is significant.

Turning to the average end time in Figure 3(b), however, we see that the difference in
communication range has a large effect. Longer range communication drastically reduces
both the average end time of the robots and the slowest end time, because it allows for more
effective communication of the location of the destination square once the first robot has
reached it. For 15 and 20 robots, the marginal benefit in average end time from increased
communication range seems to taper off at a radius of about 0.4 to 0.5 times the width of
the map. For 10 robots, the marginal benefit seems to taper off at a radius of about 0.7
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Figure 3: Plots of (a) the time that the fastest robot reaches its destination, (b) the time
that the average robot reaches its destination, and (c) the difference in destination arrival
time between the fastest and slowest robots under the Map Explorer algorithm with 5, 10,
15, and 20 robots and communication radius 0.1 to 1.0 times the map width.
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times the width of the map. For 5 robots, even an increase in communication radius from
0.9 to 1.0 times the width of the map seems to have a beneficial effect. This corresponds to
an intuition that above some communication radius threshold, once the first robot reaches
the destination, then all the other robots on the map immediately receive the location of
the destination with very high probability through inter-robot communications. Increases in
the communication radius above this threshold have little effect on the performance of the
algorithm. This threshold should be lower when the number of robots on the map is higher,
resulting in a greater robot density covering the maze, and this is indeed what we observe.

Figure 3(c) shows that the difference between fastest and slowest robot end times de-
creases with the communication radius as well, and this is consistent with our above discus-
sions. However, we also observe that for the shorter communication ranges, this difference
is roughly decreasing as well in the number of robots. This result is not entirely intuitive,
because in the absence of communication when all robots are independently exploring the
maze, an increase in the number of robots should most definitely cause an increase in the
variance of end times and hence an increase in this difference. In the presence of communi-
cation, this is counterbalanced by the effect that an increase in the number of robots also
increases the robot density and hence the speed and effectiveness of the inter-robot commu-
nication network. That this effect is significant for a communication radius of 0.1 times the
maze width and as few as 5 to 10 robots is perhaps somewhat surprising.

3 Khepera Implementation

In this section, we discuss the implementation of various maze solving algorithms on the
Khepera II robot. The migration from simulation to the physical realm was accompanied by
many new problems that forced us to adapt our algorithms and deal with the assumptions
that we previously made. The algorithms that we implemented on hardware are much less
elegant than their software counterparts, and include additional logic to deal with imperfect
odometry and inaccurate sensors. To make the problem more tractable, we focused on
certain types of mazes that could be built from the foam blocks in the Robot Lab. In this
section, we analyze the assumptions we made for the mazes, the issues we overcame, hardware
limitations we encountered, and the algorithms we implemented. Finally, we discuss overall
findings as well as some other algorithms that we attempted to implement.

3.1 Maze Assumptions

For the hardware implementation, we made almost the same assumptions about the maze as
in simulation - one entrance and one exit, and a tree structure with no loops; all maze paths
are the same width. A slight difference from the simulator section is that we also assumed
a grid structure where paths and walls were the same size, since we were using the available
foam blocks in the Robot Lab. Hence, both walls and paths are square units of the same
size as the blocks. Figure 4 shows an example of a maze that our hardware implementation
would solve.
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Figure 4: Example of a typical maze structure

3.2 Hardware Overview

Figure 5: Front view of Khepera II

The Khepera II is a basic two-wheeled robot with independently controlled motors, so
that it can move forward, backward, turn in place, and also make moving turns of various
radii. It has four banks of two infra-red proximity and ambient light sensor pairs: in the front,
in the rear, and two banks each at approximately 45-degree angles to the front.1 Figure 5
shows the positions of the three front sensor banks.

1This brief description is not meant to be a full exposition of the Khepera II’s capabilities, and we refer
the interested reader to the Khepera II website.
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3.2.1 Motor Control

The Khepera’s movement is controlled by setting the speeds of the two motors. Although
the Khepera has relatively accurate odometry, we found that in a world of imperfectly cut
maze blocks, we could not rely on straight lines and perfect right-angle turns to navigate the
maze. Instead, for most applications where the robot had to travel along a wall or corridor,
we calculated the relative speed of the motors using sensor readings, which worked very
well for wall-following and somewhat well for navigating down the middle of corridors. The
programs that we ran on the Kheperas calculated motor speeds many times a second by
continuously polling the sensors.

3.2.2 Sensors

The stated range of the Khepera’s sensors is approximately 100mm, and the measured value
of the proximity sensors varies inversely with the distance to an object in front of them.
In practice, however, the sensors were not very reliable for distances of more than a few
centimeters, and their readings were very noisy, especially for longer distances. We were able
to alleviate this problem to some extent by taking the average over several measurements,
but were still unable to get effective sensor readings at longer ranges. This created some
issues for Kheperas trying to navigate the relatively wide corridors of the maze, which we
will describe in the algorithms section.

In addition, changes in lighting in the Robot Lab greated affected the performance of our
Khepera algorithms, since they relied on carefully tuned parameters for detection of walls at
range. Simply turning on a few incandescent bulbs of the lamp near the maze would render
our algorithm results irreproducible. In spite of the fact that the proximity sensor readings
were already normalized for ambient light, a change in the absolute light level could still
drastically affect measurements. Carefully resetting the room lighting was a prerequisite for
any test run in the maze.

Figure 6: Size of Khepera relative to maze block

Figure 6 shows the size of a Khepera robot relative to the grid size of our maze consisting
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of blocks. The relatively small size of the Khepera compared to the maze blocks posed
several problems for us. For example, a Khepera navigating down a maze corridor needs to
detect its distance to each of the two walls on either side. However, since the lateral sensors
are already at an angle, the detection distance is approaching the limit of the sensor’s range,
and it is difficult for the robot to tell if there is indeed a wall or if it has reachined a junction.
As we will see in the discussion of the Lemmings algorithm, the Khepera would probably
have performed much better in a maze with more narrow corridors.

3.3 Algorithms

In the spirit of the algorithms that we learned about in our class, as well as the actual capa-
bilities of the Kheperas, we decided to focus on local control algorithms. These algorithms
don’t require robots to directly communicate with each other, but offer some guarantee on
maze-solving behavior as long as all robots are programmed with the same algorithm. In
addition, they are easier to implement and more robust than algorithms that require robots
to communicate and/or keep track of their location.

3.3.1 Wall Following

The wall following algorithm is an adaptation of Algorithm 2 to the Khepera robot. However,
instead of simply moving straight until the robot is able to turn right or is forced to turn
left, the robot actually needed dynamic control in order to move along the wall and keep the
correct spacing.

In order to follow a coarse, imperfect wall, we discovered that the best method was to
rely on the readings of one of the side sensor banks. For example, to follow a wall on the
right, the robot reads the right sensor bank at fixed intervals and adjusts the speeds of the
two motors as follows:

ωl = ωc −
ψr − ψ∗

ωc

(1)

ωr = ωc +
ψr − ψ∗

ωc

(2)

where ωl and ωr are the speeds of the left and right motors, ωc is the desired forward
speed of the robot, ψr is the average reading of the right sensor bank, and ψ∗ is the desired
distance from the wall. In the actual khepera code, we found that ωc = 20 (0.08mm/10ms)
and ψ∗ = 200 were values that worked well. Note that if ψr > ψ∗, the robot is too close to
the wall, so the left motor slows down while the right motor speeds up, causing it to turn left
away from the wall; and conversely if ψ∗ < ψr. Effectively, this system of equations defines
a differential equation in terms of the distance of the robot’s center from the wall, and is
mean reverting to ψ∗. The further the sensor reading deviates, the harder the robot turns,
while the robot moves perfectly parallel to the wall if the sensor reading doesn’t change. In
practice, this means that the robot quickly adjusts to variations in the wall and follows it
smoothly.

To complete the wall-following algorithm, we simply needed to define a right turn for the
robot if it notices that the wall it was following has completely disappeared, or a left turn if it
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senses an oncoming wall with its front sensors. The former was very easy to implement since
the lateral sensors point diagonally forward and to the side, so the Khepera can detect when
a possible right turn has appeared before reaching it; in fact, the above equations cause the
Khepera to take a hard right whenever it no longer detects a wall. To implement the front
turn, we use similar logic to above for the Khepera to turn on varying degrees of sharpness
if its front sensor reading breaks a certain threshold; the above equations take care of the
follow-through of the turn.

While this is a relatively simple algorithm, it still took many tries to adjust the parameters
correctly for robust execution in a real environment. To view our wall-following algorithm
in action, please see this YouTube video. It is worth noting that we managed to tune
this algorithm so that the robot can moves at a very brisk pace, finding its way through
complicated mazes quickly.

3.3.2 Lemmings

Algorithm 5 Lemming Algorithm
isLemming ← FALSE
while Not exited maze do

Move along corridor until turn, junction, or dead end encountered
if I am at a dead end then

isLemming ← TRUE
turn around 180 degrees

else if I am at a turn (left or right) then
Go in the direction of the turn

else
if isLemming = FALSE then

Turn in a random direction
else

Reverse one body length to block the path that I came from
Break out of loop

end if
end if

end while
Stop moving

The Lemmings algorithm is an adaptation of dead-end filling (Algorithm 3) to the Khep-
eras, and our attempt at a relatively simple, local-only multi-robot algorithm. Since the
robots are not able to physically lay and detect pheromone, we decided instead to ‘sacrifice’
each robot that found a dead end. While this behavior is not efficient for small numbers of
robots, it can greatly improve the maze solving time for a large number of robots and a more
complex maze, and is expected to converge to the shortest path through the maze in the
same way as dead-end filling. We make the assumption that the robots are not sent through
the maze all at the same time, but instead are sent at separate intervals. One way to imagine
this algorithm is that of an army of soldiers finding their way through an unmapped city
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- those who have come back from dead ends stand by to direct the following troops in the
right direction.

A robot running the lemming algorithm basically follows corridors straight until a junc-
tion (intersection of more than 3 paths) is hit, where he makes a random turn based on the
available paths. Elbow turns are followed like a normal path. If the robot encounters a dead
end, he turns around and follows the path until the first junction he sees, then backs up
slightly and deactivates in order to block the dead end path. Figure 7 shows the position
where a lemming stops after returning from a dead end.

Figure 7: A Khepera exhibiting the lemming behavior. After a lemming runs into a dead
end, it backtracks until it finds a junction, where it then stops and blocks the entrance of
the dead end. The flashing LEDs indicate that the robot has entered lemming mode and
will not keep exploring. This also works on dead end paths that aren’t straight, but have
several turns.

While the lemming algorithm is logically only slightly more complicated than the wall-
following algorithm, the various states required of the robot made it much harder to im-
plement in reality. Because we needed to filter out high variance in sensor readings in an
attempt to make the necessary longer-range proximity measurements for this algorithm, our
actual C code is much more complicated than the pseudocode above.

In order to navigate corridors, the actual lemming algorithm used a similar computation
as in wall-following—the relative speeds of the two motors are adjusted based on the differ-
ence in the reading of the left sensor bank and the right sensor bank. However, this would
only work if the robot was actually in a corridor and had not entered a junction. Because
the sensor readings are noisy, we attempted to filter out false positives by keeping track of
how many time periods the robot had not seen a wall on either the left side, and stopping
to check for a junction if this counter was beyond a certain threshold.

We used this same strategy to detect actual paths when the algorithm stopped to check
for a junction, by turning in each direction, making multiple measurements with the front
sensor bank, and taking the average. This strategy definitely helped to ensure that the robot
was not running into walls that it believed to be a path. We also made precise odometry
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measurements to ensure that turns were exactly 90 degrees in either direction.
One other issue that we overcame was the problem of randomizing between different paths

when the robot encountered a junction. The subset of C code that the Khepera runs does not
have access to many of the normal C libraries that would normally be available. However, for
picking a uniformly distributed integer in the interval [0, n− 1], where n is small, we found
an interesting way to approximate randomnesss: simply sum arbitrary sensor readings and
compute the value modulo n.

One problem that we mentioned earlier was that the corridors of the maze in the Robot
Lab were too wide for the lateral sensors of the Khepera to detect the walls robustly. Whereas
the wall-following algorithm could be run very close to the wall, the lemmings algorithm
required robots to move almost down the center of the corridor so that they could “watch”
both sides for a possible junction. The result was that even weak sensor readings registered
as walls, and depending on lighting the robot occasionally could not distinguish when it had
entered a junction. The wider corridors also meant that the each lemming could not block
the entrance as effectively. In addition to reasons we will discuss in the following section, we
conjecture that the algorithm would most likely have been much more successful in a maze
with narrower corridors.

Our lemming program did not work robustly in general mazes, but we have a demon-
stration of the dead-end behavior in this YouTube video.

3.4 Discussion

Implementation of algorithms on the Kheperas proved to be a great learning experience of
the transition from software to hardware. Here we discuss some of the problems we had
to overcome, as well as other algorithms that we tried to implement but did not get to a
working state.

3.4.1 Hardware Limitations

The major issue that made development and testing on the Kheperas much slower than in
software was the lack of a debugger and robot output. Since each code change and testing
cycle was accompanied with a recompile and upload to the robot, it was much slower to test
new algorithms. Coupled with the lack of output (except from 2 LEDs), we had to be very
resourceful to figure out what state our robots were in and if something had malfunctioned
in the program.

Another recurring issue was the lack of accuracy at range on the infrared proximity
sensors. Because the maze block size was very large, the robots had a hard time detecting
telling semi-distant walls apart from thin air. Despite repeated efforts to tune the right
threshold for detecting a distant wall, the proximity sensor reading was too low to make
detection accurate. While the wall-following algorithm worked well if the Khepera was
programmed to stay very close to the wall, the robots easily got lost if the algorithm was
adjusted for more space between the robot and the wall. This problem became amplified for
the lemmings algorithm, which required the Khepera to keep track of walls on both left and
right sides.
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An examination of more advanced algorithms that others have written for the Kheperas
revealed that most were tethered to a host computer by the serial cable or wirelessly and
directly controlled by a higher-level language that was more capable of making complex
calculations—for example, in [2]. This method makes debugging much easier and enables
the Khepera to easily do things that would have been nearly impossible with cross-compiled
code.

3.4.2 Other Algorithm Ideas

One idea that we had in mind, and a prerequisite for many other algorithms, was a dead
reckoning system that allowed for keeping track of its position and heading based on calcu-
lating the kinematics of the robot and integrating motor movements over time. Because the
odometry of the Khepera is relatively accurate, this could have been possible. A successful
implementation would have allowed for single robot search algorithms such as the pledge
algorithm (see [1]) or more complex multi-robot algorithms that involve communicating rel-
ative positions between robots.

However, this ‘inertial guidance system’ for a robot turned out to be difficult to implement
on cross-compiled code due to the lack of debugging support and the need to compile support
for trigonometric functions onto the Khepera. As mentioned earlier, all examples of such
algorithms that we found involved a ‘dumb’ Khepera communicating with a host computer
for instructions. This would have limited our algorithms to a single robot.

We also entertained the idea of extending our Map Explorer algorithm to the Kheperas,
but the lack of an accurate multi-robot dead reckoning algorithm made this impossible. In
addition, we concluded that attempting to debug robot-to-robot communication with the
radio turrets would be even harder than debugging a single robot, and that time was better
spent exploring other ideas.

Given a longer time period to work on the project, the above ideas could be possible, and
perhaps even work well. However, in the spirit of getting things working and as a reflection
of the biologically-inspired algorithms that we have studied in class, we decided to focus on
implementing robot algorithms that used local control, described in the previous section.

4 Conclusion

We explored algorithms for single robots, multiple robots with indirect communication, and
multiple robots with direct communication, and showed that multi-robot algorithms had a
clear advantage. We also carried the first two classes of algorithms over to the hardware realm
and created a reasonable working implementation, exploring the difficulties of removing the
software assumptions we had made before and explored different strategies for creating a
robust algorithm that would work repeatably despite the noise of the physical world.

Our experiments show that multi-robot algorithms have a clear advantage over single-
robot algorithms, even when communication is limited between robots. While many com-
puter scientists often trend toward simulation and are unaccustomed to working with imper-
fect, noisy data, these experiments show that the benefits of creating distributed algorithms
that work in a noisy, even possibly Byzantine setting, clearly outweigh the simplicity afforded
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by programming a single robot. working with many robots certainly presents challenges, but
a well-developled algorithm has many advantages, including parallelism, decentralization,
and robustness to individual failures. We greatly enjoyed working on this project and look
forward to many new possibilities as multi-robot systems permeate the world.
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