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ABSTRACT 

This work explores the problem of collective maze solving. 
Inspired by swarms of ants foraging for food, using 
pheromones to indicate better food sources, we implement 
two maze-solving algorithms which use stigmergy for 
communication. The key difference is that “bad” paths are 
marked in our solutions. We compare the performance of 
using pheromones to using agents themselves as means of 
communication. 

1. INTRODUCTION 
The purpose of this project was to demonstrate how a 
collection of agents—virtual agents in a simulator and 
physical robots—could use swarm intelligence to solve 
basic mazes. 

We decided to work in an environment where the agents in 
the swarm did not have the ability to communicate directly 
with each other, but instead used stigmergy to share 
information through the environment. In one version of our 
maze-solving algorithm, the agents themselves served as 
the markers in the environment to communicate dead-ends; 
in another version, the agents were able to lay down and 
detect trails of pheromones to distribute information about 
the state of the solution. 

The rest of the paper is as follows: we discuss related work 
in section 2, followed by our simulator implementation and 
related metrics for success in sections 3 and 4. Section 5 
details our approach to maze-solving with physical Khepera 
robots. Finally, we conclude in section 6. 

2. RELATED WORK 
The inspiration for our algorithms and maze-solving 
strategies are based on the biological algorithms studied in 
class, many covered by Bonabeau and Théraulaz in their 
survey article in Scientific American [3]. 

In particular, we were interested the use of pheromones by 
ants to optimize pathways to food sources [1] and software 
based on such concepts [4]. Closely related were ideas of 
group construction, such as with wasp colonies [3], and 
robots working with intelligent building blocks [8]. These 
led us to the idea of using the placement of the agents 
themselves as a kind of stigmergy to signal to other agents 
information about a particular path in the maze. This simple 

level of specialization—some agents actively exploring, 
some agents rooted in place as markers to others—is also 
reminiscent of the Swarmanoid project [5]. 

The nomenclature of mazes and maze solving, as well as a 
reference of maze-creation and maze-solving algorithms, 
are well documented on the Think Labyrinth website [7] 
maintained by Walter Pullen. Pullen has seven different 
categories by which he classifies mazes: dimension, 
hyperdimension, topology, tessellation, routing, texture, and 
focus. For the purposes of our simulation—in expectation 
of the real-world Khepera experiment—we focused 
primarily on 2D, non-hypermaze, normal, orthogonal, 
perfect mazes. A perfect maze has one entrance, one exit, 
and no cycles; in graph theory, such a maze can be 
represented as a minimum spanning tree. 

The maze-solving approach we chose for our simulated 
environment was inspired by the “dead-end filler” maze-
solving algorithm. According to Pullen, this algorithm 
works like this: “Scan the maze and fill in each dead end, 
filling in the passage backwards from the block until you 
reach a junction. This includes filling in passages that 
become parts of dead ends once other dead ends are 
removed. At the end only the solution will remain, or 
solutions if there are more than one. This will always find 
the one unique solution for perfect mazes.” 

Of course, since we’re working with physical robots (or 
simulations of robots), and not a visual scan of the entire 
maze from above, our implementation also takes advantage 
of the popular “wall follower” algorithm for individual 
robots. The Wikipedia.org entry for maze-solving algorithm 
[9] describes the algorithm by saying, “If the maze is 
simply connected, that is, all its walls are connected 
together or to the maze’s outer boundary, then by keeping 
one hand in contact with one wall of the maze, the player is 
guaranteed not to get lost and will reach a different exit if 
there is one.” It also adds, “If the walls are connected, then 
they may be deformed into a loop or circle. Then wall 
following reduces to walking around a circle from start to 
finish.” 

Our simulated maze-solving algorithms were implemented 
and tested in the multi-robot simulator in Java [6] written 
by Nicholas Hoff. 



 

 

3. SIMULATOR ALGORITHMS 
We chose to investigate maze solving algorithms which 
involved “filling-in dead ends”. This method is able to 
exploit large numbers of agents for exploration. As dead 
ends are systematically closed off by early explorers, new  
robots entering the maze become increasingly efficient. 

We implemented two algorithms, “PheroFiller” and 
“Lemming” which used pheromones and actual robots 
respectively to block off dead ends.  Both of these were 
built on top of a basic left-wall-following maze solving 
algorithm.  

3.1 Left-wall-following Algorithm  

The basic left-wall-following algorithm is best described 
with the following pseudocode: 

 

while(true) 

 if can turn left 

  turn left 

 if can walk forward 

  walk forward 

 else 

  turn right 

 

To facilitate forward movement and turning, we utilized the 
CompassSensor to make sure our robot was always axis 
aligned.  

3.2 Lemming and PheroFiller Algorithms 

We had to implement special bookkeeping to enable the 
swarm based algorithms. Specifically, robots must be able 
to identify dead-ends. When a robot runs into a wall, our 
algorithm forces the robot to turn right. If it makes two right 
turns in quick succession, this indicates that the robot has 
hit a dead end. 

To distinguish between right turns made at a dead end and 
right turns made by the robot to correct its course, we only 
keep track of “significant” right turns, where “significant” 
means > 45 degrees. This along with the definition of 
“quick succession” are constants in our code which we 
defined empirically. 

Identifying dead ends is not enough. Consider the 
pheromone based algorithm where a robot has to lay 
pheromones to block off a path. Robots will start to lay 
pheromones once they encounters a dead-end – but when 
should they stop? 

To answer this question, our algorithm  keeps track of the 
number of steps to the last junction. A junction is defined as 
a location where two of the three sensed directions (i.e. 

forward, left, right) are open. We introduced a 
“backtracking” state into our algorithm, which is true once 
a robot encounters a dead end. The robot stays in this state 
until the previously encountered junction, at which point 
the “backtracking” flag is turned off. In our Lemming code, 
this is the point when a robot is disabled and thus blocks the 
dead end for future robots. In our PheroFiller code, 
pheromones are laid as long as the backtracking flag is true. 

3.3 Assumptions 

We made several assumptions about maze topology, some 
of which were hinted at in the previous sections. Firstly, we 
assumed that corridors were slightly larger than one robot 
width apart. This allows robots to sense the left and right 
walls as they explore the maze, which is a crucial 
assumption in our algorithm. Another benefit is that 
corridors can be blocked by a single robot. Secondly, we 
assumed well-formed mazes. That is, all turns are at right 
angles, and all walls protrude from the border of the maze.  

3.4 Trials and Tribulations 

In the simulator—as in real life—physics can be a problem. 
There were a number of challenges that we encountered in 
translating the theory of our agent swarm into a functional 
reality. 

3.4.1 Pheromone Detection 

The first challenge was pheromone sensing—which is 
clearly essential to the PheroFiller algorithm.. The 
simulator used two different models for objects in the maze: 
an underlying grid structure and a more continuous x/y 
coordinate system. Robots move in the x/y coordinate 
system, while pheromones are dropped in discrete squares 
on the grid. To detect pheromones, the simulator would 
map an agent's current location to the nearest grid square 
and then check the squares to the left, right, and front. 

However, we found this translation to be problematic,  
because robots don’t all start from the same point. As a 
result, even when they’re all following the same algorithm, 
their individual x/y trajectories can differ—enough such 
that the “rounding to the near grid square” can inadvertently 
map to different discrete squares within the same corridor. 
In such a case, an earlier robot may have properly found a 
dead-end and laid pheromone to block it, but a subsequent 
robot on a slightly different x/y trajectory might slip by it. 

One approach we experimented with was adjusting the 
parameter for the size of the grid squares. Unfortunately, 
this seemed to oscillate between two failure cases: either 
the grid squares were too small and some robots could “slip 
by” pheromone trails, or the grid squares were too large, 
and some robots might detect pheromone from nearby areas 
that inadvertently would block legitimate passages. 

So instead, we rewrote the pheromone sensor to take the 
robot’s x/y position and sense a forward-facing “cone” of 



 

 

pheromones across the grid structure. The cone includes an 
exponential back-off such that pheromones further away 
contribute less to the sensing, but still contribute. This made 
the robots more sensitive to pheromone and overcame the 
issues with translating between grid squares and x/y world 
coordinates—and thereby fixed the “slip by” problem. The 
size of the cone was empirically adjusted to prevent robots 
from detecting pheromones which were too far away, 
thereby fixing false-positive identification of pheromones. 

3.4.2 Robot Detection 

The second challenge was managing collisions among 
robots, especially in the PheroFiller implementation. By 
default, the proximity sensors in the robots were Boolean—
they reported either blocked or not, whether such blocking 
was the result of a 
wall or another 
robot.  

Unfortunately, this 
caused problems 
when two or more 
robots were in a 
dead-end corridor. 
The first robot 
would have gone in, 
discovered the dead 
end, reversed itself, 
and started laying 
pheromone on the way out. In the meantime, if another 
robot entered that same corridor, both robots would bump 
into each other, and both would turn around and start laying 
pheromone. This is obviously an issue as the second robot 
would begin laying pheromone in the main corridor, 
thereby blocking future robots from finishing the maze. For 
the first robot, this was problematic because its algorithm 
was counting the number of steps it need to lay pheromone 
for from a previous “distance from junction” count. If it got 
turned around in the middle of that by bumping into another 
robot—and was unable to distinguish that from a wall—it 
would loop back and not complete its pheromone laying for 
the entirety of the dead-end corridor. 

To fix this, we changed the proximity sensors to return 
three enumerated values: (1) bumped into a wall, (2) 
bumped into a robot, or (3) not bumping into anything. We 
were then able to modify the algorithm such that if a robot 
is laying pheromone and it bumps into another robot, it will 
pause for a random interval—giving the other robot time to 
turn around and leave—and then attempt to continue 
forward. This successfully resolved the congestion problem. 

3.4.3 Turning Corners 

The third challenge was difficulties with robots turning 
corners in the maze. This is related to how proximity 
sensors are implemented in the simulator. Proximity sensors 
check fixed points surrounding the robot to detect 

blockages. However, if there 
is something in between the 
robot's position and one of 
the points checked, this 
results in a conflict between 
the proximity sensor data and 
physics model. In other 
words, a robot might think it 
can move forward, but when 
it tries to do so, the physics of 
the simulator prevent it from 
moving forward. 

For now, the short-term fix (i.e., “hack”) we implemented 
was pattern matching in the robot’s circular action buffer. 
Each robot keeps track of the last N moves it made in a 
circular buffer. A stuck robot ends up with an action buffer 
that reveals a loop of FFRRFFRRFFRRFFRR—where the 
robot keeps trying forward moves, right turns (due to 
blockage), forward moves, right turns, etc. 

We were therefore able to use a regular expression to check 
for that pattern. In cases where we find it, the robot backs 
up a random amount, turns by a random amount, and then 
tries to continue as before. Sometimes multiple iterations of 
this “get unstuck” operation is required, but it generally 
achieves the goal of preventing robots from being 
permanently stuck on corners. 

A better solution—if time permitted—would be to have the 
proximity sensors do a “ray tracing” type analysis of the 
landscape in front of the robot. Instead of only checking the 
destination, all the points along the ray to that destination 
would be checked to make sure that there were no partial 
obstructions along the path. 

4. METRICS AND MAZE GENERATION 
The choice of metrics and the choice of restrictions on the 
domain of mazes solve makes a tremendous difference in 
how “good” a solution can claim to be. 

4.1 Metrics 

Within the simulator environment, we considered a number 
of potential metrics, along axes such as time, shortest path, 
robustness and error recovery. Because we chose to limit 
the domain to perfect mazes, where a non-backtracking 
solution inherently must be the shortest path, that metric 
dimension was not relevant. 

Time seemed to be a more applicable measure of success—
but what should time be measured for? We examined 5 
possible time-related metrics. 

The first metric we considered was the time it would take 
for the first robot to enter the maze to leave the maze. 
However, this didn’t seem to support the spirit of swarm 
computing, and largely measured a single robot’s 
independent solution. It was also infinitely bad for the 



 

 

Lemming algorithm. The second we considered was a 
variation for the time of any one robot to get out. While this 
did harness some of the power of the swarm—earlier robots 
in could help other robots get out—it seemed that the 
solution space of achievable times would be similar to one 
robot trying to solve the maze on their own. And, in the 
spirit of the swarm, measuring the performance of only one 
robot didn’t seem to respect the collective good. 

Another variation of measuring one robot’s performance 
would be measuring the fastest time for a robot to complete 
the maze, from start to finish, after the rest of the swarm 
had the opportunity to implement the solution with 
lemmings or pheromones. (Rather than measuring the time 
from the start of the simulation until a robot firsts pops out 
of the other side.) But again, this isn’t really a collective 
goal, and it is bounded by the length of the shortest (only) 
path and the maximum speed of the agents. 

To focus on the collective good, we then considered a 
metric of the time it takes for all N robots who start the 
maze to finish. This metric would obviously vary with N 
and the scale and complexity of the maze, but over a 
collection of empirical examples could be shown whether a 
particular algorithm was effective in laying down the 
solution and efficient in pulling the rest of the swarm 
though that solution. 

However, this metric had the disadvantage that the 
Lemming algorithm would be infinitely bad—as robots 
who had volunteered as lemmings would never exit. This 
would be a non-issue with the pheromone algorithm 
though—highlighting an interesting trade-off on the 
capabilities of robots to lay pheromone vs. the expense of 

sacrificing robots as solution markers themselves. 

So our final decision on the metric was to measure the 
average time it would take for all robots to exist the maze, 
which was the sum of times for each robot r to complete the 
maze, divided by N total robots for the PheromoneFiller 
algorithm and divided by (N-B) for the Lemming algorithm, 
where B was the number of robots blocking dead-ends as 
lemmings. 

Formulas for these metrics are as follows: 

(∑ r) / N  for pheromone algorithm 

(∑ r∉B) / (N-B)  for lemming algorithm 

Because real time (according to the system clock) could 
vary on a number of factors outside of the algorithm itself 
(e.g., the processing power of the specific machine on 
which the simulator was being run, available memory, etc.), 
we decided to measure the number of steps for robots to 
complete the maze. This provided an objective yet 
abstracted unit by which our metric could be compared 
across tests. 

4.2 Maze Generation 

Because we were focused on the algorithms for solving 
mazes, we decided to hand-craft our mazes. This let us start 
with small test cases and design specific scenarios that we 
wanted to validate. 

We started with a very simple S-shaped corridor to make 
sure that we could get the robots moving around and 
rounding corners properly. Once basic movement was in 
place, we used a slightly more advanced mazes to develop 



 

 

and test the lemming and pheromone algorithms. This 
included mazes that had L-shaped and spiral dead ends that 
could involve multiple robots in filling. 

For all mazes, we chose to place the start of the maze in the 
lower right and the exit in the upper left. This simply made 
it easier for us to observe behaviors; in theory, the start and 
the exit could be oriented anywhere along the outer wall as 
an isomorphism. Once robots successfully reached the exit, 

they would magically “disappear” from the maze. 

4.3 Performance in Simulator 

We performed three experiments in the simulator: (1) the 
lemming algorithm in a simple dead-end maze; (2) the 
pheromone algorithm in the same simple dead-end maze; 
and (3) the pheromone algorithm in a more complex dead-
end maze. 



 

 

The reason we did not perform the lemming experiment 
with the more complex maze is that it would have required 
a large number of robots to serve as the lemmings, and 
we’re still working on improving behavior in an 
environment where there are a larger number of robots 
interacting (e.g., optimal behavior in collision scenarios). 

For each one of these experiments, we ran multiple trials 
with 1 robot who would reach the exit, 2 robots who would 
reach the exit, and 3 robots who would reach the exit. In the 
pheromone experiments, this directly corresponded to 1, 2, 
or 3 robots in the maze. With the lemming model, there 
were an additional 4 robots—so 5, 6, or 7 robots total—who 
were required to be the dead-end filling lemmings. 

The results were that the pheromone algorithm 
outperformed the lemming algorithm, based on our metric 
of the average number of steps of non-lemming robots to 
complete the maze. 

However, as more robots were added to the lemming 
experiment, its average times started to decrease. To a 
certain extent this makes sense—once the lemmings are 
firmly in place, the subsequent robots to traverse the maze 
are able to simply perform wall following (with lemmings 

substituting as walls where necessary). 

With the pheromone version on the same maze though, the 
performance actually degraded slightly as more robots 
came into the maze. This could be explained by the fact that 
pheromones dissipate, such that the dead ends blocked by 
earlier robots may need to be rediscovered and cordoned off 
by subsequent robots. Also, as more robots bounced around 
in the maze together, they started to show symptoms of 
confusion, sometimes walking backwards towards the start 
of the maze, due to collisions with other robots. 

We believe that these problems could be addressed several 
different ways, such as by make pheromones a more 
permanent kind of stigmergy and by investing more effort 
into better approaches to collision management. 

5. KHEPERA IMPLEMENTATION 
Moving from the virtual world of the simulator to the real 
world of the Kheperas proved to be a lesson in hardware 
humility. 

There was no way to implement our pheromone algorithms 
from the simulator.  The maze blocks were also larger than 
the robot, it had no absolute compass sensor to provide a 



 

 

knowledge of what direction it was going and only a vague 
sense of time and space, so we focused on getting the robots 
to move through the maze in a left-hand wall following 
manner.   

Available debugging tools were the two LEDs on top of the 
robot, and observing the behavior once the program was 
loaded.   

The first algorithm we implemented used only the two front 
sensors and waggled sideways in place to check that the 
wall was still there frequently.  This was slow but worked.  
The only tricky part was tweaking the parameters enough 
so the robot didn’t clip left corners (most of the time).  It 
detects when the robot has moved in a full circle, looking 
for the wall, and then turns a little more and heads forward 
until it finds the wall.  

After the project presentations, we implemented a different 
algorithm where the left motor was going forwards at a 
constant rate, and the right motor responded to the 45 
degree front-left sensor, slowing down when it was too 
close to the wall and speeding up when there was no wall.  

We left in the forward sensors causing a rotate in place to 
keep the robot from running into the walls on a right turn, 
but it should be possible to add that into the right motor 
control function instead.  If dropped away from all walls, 



 

 

the robot will turn in a large circle forever. 

During the filming of the first robot, it encountered an 
invisible light wall—repeatedly acting as if there were an 
invisible wall.  After switching in a fresh robot and 
observing the same behavior, we turned the lights we had 
turned on away from the track and the robot continued past 
the invisible wall.  We suspect the light was glinting off the 
whiteboard under the maze, triggering the IR sensors.   

During the second algorithm implementation, the only 
tricky part was having spent too much time in Java recently 
and not recognizing the unsigned integer overflow until we 
had the robot moving slowly enough to see it get close to 
the wall and madly charge into it instead of veering away.  
Then we got the algorithm moving smoothly at a slow pace, 
and ran into issues when increasing the base speed—instead 
of gracefully recovering from a right turn and going parallel 
to the wall, the 45 degree sensor and time step caused it to 
head away at right angles to the wall. Eventually we 
convinced it to only do a slow weave away from the wall 
before stabilizing next to it.   

If we had more time, we could cut smaller blocks and 
attempt to translate our lemming algorithm, detect dead 
ends and physically block the intersections.  However, since 
we have a lesser sense of distance, we would have to enter 
the intersection to detect it and then head back into the dead 
end and sit, which could interact badly with other robots if 
they caught up while it was in the intersection (thinking that 
they had found a wall, and then backtracking themselves).  
It would also be tricky to deal with the round edges of the 
new “wall.” 

6. CONCLUSIONS 
In the simulator portion of this work we made some fairly 
strong assumptions to bypass sensing difficulties. Despite 
this, we still had to tweak sensor implementation to become 
more fine-grained and sensitive. This is a strong indicator 
that any physical collective maze solving solution will be 
limited by the robots' sensing capabilities.  

In future implementations, we would like to experiment 

with smaller simulator robots and spotty sensing, 
mimicking real-life scenarios where ants are several orders 
of magnitude smaller than the areas they explore and do not 
always have a detailed view of where they are. This would 
also allow us to play with true swarms of robots—our 
current implementation is capped at a 10 robot swarm. 

Due to time constraints we were not able to implement the 
“Lemming” algorithm on the physical robots. This would 
also allow us to explore the physical difficulties of 
requiring multiple robots to block a single dead-end. 
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